MICROARCHITECTURE FOR A SPIKING NEURAL NETWORK
ACCELERATOR
by

YIMIN WANG

in the

DEPARTMENT OF ELECTRICAL AND COMPUTER
ENGINEERING

of the

NATIONAL UNIVERSITY OF SINGAPORE

2022



Contents

List of Figures

List of Tables

1

2

Introduction

1.1 Motivation: Challenges and Opportunities . . . . . . .. . .. . ..
1.1.1  Programmability . . . ... ... ... ... ... ... ...
1.1.2  Scalability . . . ... ...
1.1.3 On-chip learning . . . . . .. .. ... ...
1.1.4 FPGA vs ASIC . . . . . . ... .

1.2 Contribution and Report Outline . . . . . .. ... ... ... ...

Proposed Architecture for Fully Connected Network Accelerator
2.1 FCN Structure . . . . . . . .
2.1.1 Spiking-based networks . . . . . .. ...
2.2 Acceleration Scheme . . . . .. ...
2.2.1 Event-based computing paradigm . . . ... ... ... ...
2.2.2 Parallelism enabled by Multi-cluster. . . . . ... ... ...
2.2.3 Minimizing communication to host processor . . . . . . . ..
2.3 Hardware Architecture . . . . . . ... ..o
2.3.1 Mainmodules . . . . . .. ...
2.3.2 Mapping method . . . . .. ...
233 Workflow . . . ... ... .
2.4 Instruction Set . . . . .. .o
2.5 Memory Organization . . . . .. ... .. ... ... ... ...

2.5.1 On-chip memory . . .. .. .. ... ... ... .......

iii

iv

AR W W N N



2.5.2  On-board memory . . . .. .. .. ... ... ...,

3 Hardware Implementation

3.1 General Development Flow . . . . . . ... ... ... ... .....
3.1.1 HLS IP development . . . . . ... .. ... .. .......
3.1.2  Embedded Processor Development . . . . . ... ... ...

3.2 Resource Utilization . . . . . . . . . . . ...

3.3 Energy ... ...
3.4 Performance . . .

3.5 Scalability . . . .

4 Future Work

4.1 Convolutional Spiking Neural Networks . . . . . .. . ... ... ..

4.2 On-chip learning
5 Conclusion

Bibliography

i

19
19
19
20
21
22
23
23

25
25
25

26

28



List of Figures

2.1

2.2
2.3
2.4
2.5
2.6
2.7
2.8
2.9

3.1
3.2
3.3

The concept of fully connected networks: (a) matrix-based processing;
(b) event-driven processing. . . . . . . .. ...
Distribution of output spike number per image in Hidden Layer 1.
Distribution of output spike number per image in Hidden Layer 2.
Distribution of output spike number per image in Output Layer.

A general FPGA-base hardware accelerator. . . . . . . ... ... ...
Top-level block diagram. . . . . . . . ... . ... ... .. ... ...
Intra-cluster structure. . . . . . . . . ... oL
Method of mapping one FCN layer onto a cluster. . . . . . . ... ...
Method of mapping the whole FCN onto 3 clusters. . . . . . . .. ...

C file structure. . . . . . . . . ..
The block design diagram in Vivado for Type 1. . . . .. .. ... ..
The block design diagram in Vivado for Type 2. . . . .. .. ... ..

1ii

10
11
11
12
14
15

20
21
22



List of Tables

2.1
2.2
2.3

3.1

3.2

3.3
3.4

FCN benchmarks . . . . . . . .. ... oo 7
Layer-wise sparsity enabled by spiking conversion . . . . . .. .. ... 8
Instruction set architecture . . . . . .. ... ... 18
Hardware Resource Consumption in HLS for one Cluster . . . . . . . . 22

Hardware Resource Consumption in HLS for One IP (Type 1) with 12

Clusters . . . . . . . . e 23
Resource Utilization for the Whole Vivado Project . . . . . . . . . .. 23
Performance . . . . . . . ... 23

iv



CHAPTER 1. INTRODUCTION

Chapter 1

Introduction

Neural networks have shown outstanding results in various applications such as
computer vision and automation systems. Both the inference and training process
have been significantly accelerated by the employment of customized hardware
platforms with massively parallel architectures [31]. The utilization of traditional
Artificial Neural Networks (ANNs) may become impracticable as the demand for
embedded low-power solutions in edge-Al applications grows.

In recent years, Spiking Neural Network (SNN) which mimics the biological
mechanism gains intensive research interest due to high energy efficiency compared
to ANNs. Information is represented in SNNs as a time-domain sequence of spikes.
Each neuron in an SNN has an internal membrane potential, which is updated as
the neuron’s input spikes. When a neuron’s potential exceeds a certain threshold, it
produces a spike. Because neurons do not require hardware multipliers and spikes
only require single-bit communication between neurons, SNNs are well-suited for
compact, low-power implementations. Furthermore, only a small percentage of
neurons generate spikes at any given time, decreasing the hardware burden even
further.

Many neuromorphic processors have been developed, including SpiNNaker [10],
Neurogrid [3], TrueNorth [1], DYNAPs [19], and Loihi [3]. The architecture of
these neuromorphic processors is defined by highly connected neurons, huge parallel
processing, and co-located computation and memory. These architectures are mostly
used to run SNNs. SNN is the third generation of artificial neural networks, and it
closely resembles real neural networks. Biological neurons convey information and

execute computation using spikes in a neuromorphic computing system, whereas
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analog neurons communicate with each other using real values in a typical DNN
computer system. Numerous applications have been implemented using SNNs,
including electrical load forecasting [15], image processing [17] [7] [13], robot control
systems [0] [2] and brain-machine interfaces [9].

Custom hardware acceleration for the neural network has always been a critical
problem. GPU is a prevalent way to accelerate ANN by exploiting massive parallel
computing, but this approach is not efficient for SNN acceleration. By making the
most of its sparsity and temporal connections, dedicated event-driven hardware
architecture shows great potential for SNN, which has been validated by many
existing research. These efforts mainly fall in two folds: 1) Large-scale multi-core
platforms are produced by joining numerous chips into boards and racks, however
this strategy is not practicable for resource-constrained edge devices [3] [10] [18]
(28] [33] [29]; 2) fine-tuned embedded system platforms, however with limited
flexibility to support multiple SNN configurations [11] [12] [21] [341] [35]. Hence,
it is meaningful to pave a new way on leveraging the balance between these two
directions. Therefore, we are motivated to design a programmable neuromorphic
accelerator that is capable of emulating an SNN with an arbitrary number of neurons,
number of layers, and number of connections, compatible to both fully connected

networks and convolutional networks, on the embedded systems platforms.
1.1 Motivation: Challenges and Opportunities

1.1.1 Programmability

Programmability is a key enabler toward arbitrary SNN architecture and hyper-
parameters. [22] proposed an instruction set for SNN processing with high-level
abstraction. It generally contains 5 instructions as cfg, spre, spost, cmp and lrn,
where the instruction spre and spost is able to realize any connections between
the neurons. This ISA is compact and convenient for programming whereas the
shortcoming is that due to high-level abstraction the implementation on FPGA relies
heavily on frequent data transfer between the host processor and the co-processor,
which yields an extra burden on latency. Another compact instruction set is pro-

posed in [24]. As this is an ASIC design, the energy consumption of inter-processor
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data transfer is mitigated. Moreover, the instructions are generated automatically
by sensing the condition of the spike queue and spike cluster, which makes the
design more energy-efficient. However, the main concern for the mentioned highly
abstract instructions is that the execution time of each instruction is undetermined.
Comparing to a fine-grained instruction set exemplified by mov, add, etc., where
each instruction will definitely consume 1 clock cycle, the coarse-grained instruction

set may take more time margin.

1.1.2 Scalability

Scalability requires duplicable hardware resources and flexible mapping strategies.
Prior efforts [10] [18] [28] [3] [33] [29] on specialized SNN hardware involve spatial
architectures, in which each neuron is assigned into a fixed processing element,
and large-scale networks are realized by connecting massive chips into a system.
As exemplified by TrueNorth [1], researchers explored spatial architectures that
require large transistor counts (5.4 billion in the case of Truenorth [1]). Multiple
chips are connected to boards and racks to create larger networks. In the case of
small or low-cost applications, this strategy is not practicable. For edge devices,
on-chip scaling, termed multi-core/multi-cluster design [24] is better suited than the
above-mentioned on-board scaling, termed multi-chip design. [24] proposed a method
to map any given SNN to the multi-cluster architecture such that the workload is
balanced across multiple clusters while pipelining across layers of the network to
improve performance. However, the transferability of the existing mapping methods
to different platforms is still limited. It should be optimized manually for dedicated

hardware design.

1.1.3 On-chip learning

SNN training which is both efficient and effective has always been a major chal-
lenge. Because the transfer functions of neurons in an SNN are non-differentiable,
backpropagation cannot be employed. [32] [16]. Various approaches range from
unsupervised learning and STDP rules [1] [27] [23], to supervised variations of error
backpropagation [5] [20] and direct ANN to SNN conversion [25] [11]. Backpropaga-

tion and STDP-based learning has been realized on-chip be previous works [22] [20].
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While the conversion-based method does not apply to on-chip learning, but the SNN
generated in this way can be used for on-chip evaluation. [26] proposed a system that
accelerates a SNN training process where various algorithm including supervised and
unsupervised that is running on the CPU, receiving spike information feedbacked
by the FPGA accelerator, where the learning method is based on a combination
of the direct conversion method and a temporal variation of the backpropagation
algorithm. The benchmark of these three main methods is still to be investigated

further.

1.1.4 FPGA vs ASIC

A Field Programmable Gate Array (FPGA) is an integrated circuit developed
to be configured by a customer or a designer in a close-to-hardware manner after
manufacturing. The FPGA configuration is generally specified using the hardware
description language (HDL). An Application-Specific Integrated Circuit (ASIC), is
an integrated circuit particularly designed for a domain-specific usage, rather than
intended for general-purpose applications. In the previous years of CNN development,
the ASIC solution was preferred since it was possible to fully parallelize the whole
architecture and achieve the highest energy-efficiency. But in the latest period a lot
of researchers decided to switch the implementation using FPGAs [22] [26] [24]. The
fundamental reason for this shift is that ASIC processors have a high non- recurrent
cost, and since the neural network context is still growing, they wanted a more
flexible solution. This characteristic was found in FPGA even if in some cases the

performances were a little bit lower than ASIC.

1.2 Contribution and Report Outline

This report presents a set of custom instructions and corresponding hardware
implementation on an FPGA platform that is capable of emulating the SNN of
various sizes and depths. The proposed approach allows the SNN architecture
to be defined completely in software, which negates the need to re-synthesize the
hardware implementation when any parameter in the SNN architecture is changed.
The following chapters will show that the proposed design is also hardware-friendly

and consumes a small number of logic gates and memory resources on the FPGA
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platform, which makes it suitable for edge computing applications.

The outline of this report is organized as follows: chapter 2 introduces the
background of SNN, acceleration scheme, and detailed hardware architecture design;
chapter 3 introduces the general development flow based on Vivado HLS and SDK
environment, and the evaluation results; chapter 4 gives a brief prospect for future

work, and finally, we come to the conclusion.
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Chapter 2

Proposed Architecture for Fully Con-
nected Network Accelerator

2.1 FCN Structure

2.1.1 Spiking-based networks

In a ANN, an input vector is presented at one time, and processed layer-by-layer,
producing one output value. Whereas in an SNN, inputs are in a temporal sequence
of events, and neurons integrate and generate spikes to send information to the
subsequent layers. This brings tremendous possibilities to real-time applications.

The spiking neuron model that we used in this project is the canonical integrate-

and-fire (I&F) model. The temporal behavior of the membrane voltage v;,ep, is given

by,

AVmem ()
—a =) > wibt—s) (2.1)

i sES;
where w; is the weight of the i-th incoming synapse. d(f — s) is the delta function,
and S; = {t¥,t!,...} contains the temporal information of the i-th pre-synaptic
neuron. If the membrane voltage exceeds the spiking threshold V., a post-spike is
generated and the membrane voltage is reset to a low potential V...
Neural networks is composed of a set of dependent non-linear functions where

each function consists of a neuron. As to fully connected layers, the input vector is

transformed into the output vector through multiplication by a weight matrix. Fully
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connected layers mainly account for computational complexity in neural networks.
Figure 2.1(a) shows the concept of fully connected network. When computing a
fully connected layer on CPU and GPU, they perform matrix multiplication, which
is resourse-consuming. Under the spike-based neural networks scenario, the fired
spike is highly sparse. As shown in Figure 2.1(b), the red circles indicate the fired
neurons at the current timestep, from which we can find that only a few neurons

fire post-spikes. If only calculating the fired connections as illustrated in (b), the

total processing time and energy can be reduced significantly.
O/
\'/

X\

§i§./"

”AV/

(a) (b)

Figure 2.1: The concept of fully connected networks: (a) matrix-based processing;
(b) event-driven processing.

In this chapter, the fully connected networks that we use are proposed in [30].
The parameter of this network is shown in Table 2.1. This work proposes a possible
way to convert conventional neural networks to SNNs without introducing accuracy

penalty.

Table 2.1: FCN benchmarks

Type Neurons | Connections Synapses
Layerl | Input layer 784 / /
Layer2 | Hidden layer 1200 784 x 1200 | 784 x 1200
Layer3 | Hidden layer 1200 1200 x 1200 | 1200 x 1200
Layer4 | Output layer 10 1200 x 10 1200 x 10
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2.2 Acceleration Scheme

2.2.1 Event-based computing paradigm

As mentioned above, the spiking conversed network has high sparsity on the
spike numbers. Table 2.2 shows the average spike number in each layer. The statitics
for each layer are shown in Figure 2.2, Figure 2.2, and Figure 2.2 respectively. It is
easy to find that by introducing the event-based method, the total computation time
can be reduced by 98.12% ideally, which is calculated by the following equation.

Reduction Rate — 1 — Y layer 1—4 Connection x Spikeing Proportion

Y layer 1—4 Connection
784 x 1200 x 2.59% + 1200 x 1200 x 1.41% + 1200 x 10 x 1.76%
784 x 1200 + 1200 x 1200 + 1200 x 10

= 98.12%

Table 2.2: Layer-wise sparsity enabled by spiking conversion

Type Total Average spiking | Average spiking neurons | Spikeing
Neurons | neurons per image | per image per timestep | proportion
Input layer 784 727.28 20.78 2.59%
Hidden layer 1200 592.23 16.92 1.41%
Hidden layer 1200 737.73 21.08 1.76%
Output layer 10 10.28 0.29 2.9%

2.2.2 Parallelism enabled by Multi-cluster

In the proposed architecture, there are 16 clusters in total. As far as the fully
connected network is concerned, each layer requires a cluster, therefore, 16 clusters
can be divided into 5 groups, where every group with 3 clusters can process a channel
of input image independently. However, one constraint is the number of interfaces
communicating with DDR memory, which is maximally four interfaces. Thus, 4

groups are utilized for the fully connected network to exploit the parallelism.
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Figure 2.2: Distribution of output spike number per image in Hidden Layer 1.
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Figure 2.3: Distribution of output spike number per image in Hidden Layer 2.

2.2.3 Minimizing communication to host processor

In the proposed architecture, the PS part only needs to send the start signal to
the PL part, The computations and data transfer can be operated under the control
of the PL part. This can save the time spent on the communications between the

host processor and co-processor.
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Figure 2.4: Distribution of output spike number per image in Output Layer.

2.3 Hardware Architecture

The hardware development platform used in this work is the Zynq Ultrascale+
ZCU106 Evaluation Platform. Zynq UltraScale+ devices combine real-time control
hard engines for graphics, video, waveform, and packet processing capabilities in
the programmable logic, allowing for 64-bit CPU scaling. The combination of an
ARM-based system for advanced analytics and on-chip programmable logic for task
acceleration opens up a world of possibilities for applications such as intelligent
healthcare, self-driving vehicles, and the Internet of Things.

Currently reported FCNs involve a large amount of data. The on-chip block
memory (BRAM) resources of the FPGA, which is 38 MByte for UltraScale system,
is insufficient to store all the data, requiring megabytes of external on-board memory.
Hence, a general accelerator comprises three levels: on-board external memory,
on-chip buffers, and registers as shown in Figure 2.5. The general work flow is:
(i) load data from external memory to on-chip buffers through the direct memory
access (DMA) interface; (ii) transfer the necessary data into corresponding registers
and PEs; (iii) when the processing in PEs are completed, the results are transferred

backwards and used as input information to the subsequent layer.

10
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Figure 2.5: A general FPGA-base hardware accelerator.

2.3.1 Main modules

The overview of the proposed accelerator is shown in Figure 2.6. The accelerator

is composed of the cluster array, the global interface, the synthesizer and the spike

Synchronizer

scheduler.
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=
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c Memory
— | 3 . . y
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Figure 2.6: Top-level block diagram.
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Figure 2.7: Intra-cluster structure.

2.3.1.1 Cluster

A cluster is capable to process a single lightweight layer or part of a heavyweight
layer. It is composed of 4 PEs, 4 weight memory units, 4 potential memory units,
an instruction memory unit, a decoder, an ALU, a post-spike memory unit, and
an input/pre-spike memory (input memory is included in clusters for input layers,
and pre-spike memory is included in clusters for hidden layers and output layers).
Contents in input memory and instruction memory are pre-loaded, while that in
weight memory is loaded through DDR interface when executing the instruction
Idw, which will be introduced in section 2.4. The detailed network information is

configurable in the program, which enables the flexibility of this architecture.

2.3.1.2 Global interface

The global interface supports communications to the host processor (which is an
ARM-based core on Zyng-Ultrascale platform in this experiment), and DDR memory.
The interface to access the host processor is realized by the AXI master interface
on PS (Processing System), connected to AXI slave interface on PL (Processing
Logic). The interface to access DDR memory is chosen as high-performance slave

interface S AXI HP{0:3} FPD, which supports DMA (direct memory access).

12
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They support 32/54/128-bit data width and up to 49-bit width address width. Both

individual mode data transfers and burst mode data transfers are supported.

2.3.1.3 Synchronizer and spike scheduler

The synchronizer and spike scheduler serves as a global controlling unit to update
current timestep and latest pre-spike information to each cluster. When the decoder
in a cluster detects the instruction syn, the cluster should break off the serial
instruction execution, and then wait for the start signal from the synchronizer. After
the processing in subsequent clusters within the current timestep is completed, the
synchronizer will issue a start signal to the clusters of the first layer and update the
current timestep by adding 1. This ensures the correct temporal sequence. The spike
scheduler arranges the update of pre-spike memory. At the end of each timestep,
the spike scheduler reset the pointer of each pre-spike memory, and store the total

post-spikes of every layer in the timestep.

2.3.2 Mapping method

Figure 2.8 shows the mapping strategy of FCN onto a cluster. Contents in
pre-spike memory store the neuron ID that fires spikes of the last layer in the current
timestep. As illustrated in Figure 2.8, there are 1200 neurons in the layer, every
time read in a fired neuron ID of the last layer, each neuron’s potential is to be
updated as the addition of current potential and the corresponding weight. The
1200 operations are partitioned equally to 4 PEs, i.e. 300 potential data and 300
weight data are contained in the potential memory and weight memory of each PE.

In this work, as mentioned above, the fully connected network we used contains
three layers. The allocation for every layer is: (i) Cluster-0 is allocated for the first
layer (Hidden layer 1) and each PE is assigned for 300 neurons; (ii) Cluster-1 is
allocated for the second layer (Hidden layer 2) and each PE is assigned for 300
neurons; (iii) Cluster-2 is allocated for the third layer (Output layer) and only one
PE is assigned for 10 neurons, whereas the other 3 PEs are stand-by.

Currently, the three clusters are operating in a serial sequence, since each layer’s
input is dependent on the output spikes of the previous layer. But this architecture

has the potential to extend inter-cluster parallelism in the future.

13
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Figure 2.8: Method of mapping one FCN layer onto a cluster.

2.3.3 Work flow

Firstly, the host processor sends a start signal to the accelerator. Then the
processing in the clusters will be controlled by executing the instructions serially. By
sensing certain flags, the synthesizer and spike scheduler can control the cooperation
between clusters. Finally, when the whole processing of the network is done, the

accelerator will send the done signal to the host processor.

2.4 Instruction Set

Table 2.3 shows the detailed format and function of each instruction used in
this work. There are three types of instructions: 1) Move instruction: mov; 2)
ALU-related instructions: add, mul, sft, and mod; 3) Flow control instructions:
beq, bneq, jmp, and syn; 4) Pre-spike instructions: rdi, and rds; 5) PE-related
instructions: rwp, acc, and ckf; 6) DDR-based instruction: 1dw.

Algorithm 1 gives a simple example of program using the proposed instruction
set to emulate an SNN on our hardware implementation. This sample program is
suitable for clusters processing the first layer. In the program, (i) firstly, it reads
in the neuron id and corresponding timestep of the pre-spikes (line 1); (ii) then
judge whether this pre-spike should be processed in the current timestep or not,

if the timestep matches, the program proceeds to step iii (line 2); (iii) load in

14
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Figure 2.9: Method of mapping the whole FCN onto 3 clusters.

the corresponding weight contents from DDR to weight memory (line 11-14); (iv)
read the current potential and weight into PE, and calculate the latest potential;
repeat this step until all the neuron potentials in a PE are updated (line 15-19);
(v) jump to the step i (line 20-21); (vi) in step 2, if the timestep unmatch, which
means the processing of pre-spikes in the current timestep is completed, thus the
program proceeds to step vii; (vii) compare the latest potential with the threshold,
if exceeding the threshold, generate the post-spikes, repeat this step until all the
neuron potential in a PE are checked (line 4-6); (viii) wait until the other subsequent
clusters to complete; when completed, increase the timestep and jump again to step
i (line 6-10).

The detailed structure inside a cluster is illustrated in Figure 2.7.

15
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Algorithm 1: An example of a program using the proposed instruction
set to emulate an SNN on our hardware implementation.

1: L_read: rdisrc_id, spike_step, input_ spike_ idx
2: beq spike_ step, time_step, |L_ PE_ init
3: mov potential_idx, #00, #0
4: L_ ckf: ckf potential__idx, #0100000000000000, #1111
5: add potential idx, potential idx, #00, #1
6: bneq potential idx, num, !, ckf
7 syn
8: beq spike_step, r31, lendimg
9: add time_ step, time_ step, #00, #1
10: jmp !L_ read
11: L__PE_init:mov potential_addr, #00, #0
12: mul weight_ ddr__addr, src_id, #00, d2
13: mov weight_addr, #00, #0
14: ldw weight__addr, weight_ ddr__addr, num, #1111
15: L_PE_on: rwp weight_addr, potential addr, #1111
16: acc potential addr, #1111
17: add potential addr, potential addr, #00, #1
18: add weight_ addr, weight__addr, #00, #1
19: bneq potential _addr, num, !L.__PE_on
20: add input__spike idx, input_ spike_idx, #00, #1
21: jmp !'L_read

22: endimg: mov done, #00, #1

2.5 Memory Organization

2.5.1 On-chip memory

Zynq Ultrascale+ ZCU106 Evaluation Platform includes on-chip memory in the
form of block RAM (BRAM), distributed RAM (DRAM), and UltraRAM (URAM).
The main on-chip memory in the PL part is Block RAM (BRAM). There are overall
32MB BRAM available.

For the proposed architecture, five types of buffer are used on the PL side:
instruction memory, input memory, potential memory, weight memory, and spike
memory.

Instruction memory: Each cluster contains a block of instruction memory.
The width of instruction memory is 32-bit, and the depth is 64. The storage pattern
please refer to section 2.4.

Input memory: Only clusters assigned for the first layer require a block of

16
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input memory. The width of input memory is 32-bit, the storage pattern is [23:16]
stores the timestep, and [15:0] stores the neuron ID. The depth of input memory
is 2048, which depends on the maximum spike number in the input layer for one
image. As to the dataset used in this work, the maximum number is 1801.

Potential memory: Each cluster contains four blocks of potential memory,
assigned for each PE respectively. The width of potential memory is 32-bit. In
this work, the original float-point type weight and potential are translated into
fixed-point type by multiplying 2!'. Based on the statistics, 24-bit is enough for
the fixed-point type potential and weight. However, since the weight potential data
should be loaded from off-chip DDR, the interface requires the data width should be
the power of 2. So, the width of potential memory and weight memory is supposed to
be rounded up to 32-bit. The depth of potential memory is 1024 since the maximum
neurons allocated to one PE is maximally 300 for the network used.

Weight memory: Each cluster contains four blocks of weight memory, assigned
for each PE respectively. The width of the weight memory is 32-bit. The consider-
ation of width is the same as that described for potential memory. Even if 24-bit
is enough for fixed-point weight, we have to choose 32-bit due to the constraint of
DDR interface width. The depth of potential memory is 1024 since the maximum
neurons allocated to one PE is maximally 300 for the network used.

Spike memory: Each cluster contains a block of spike memory. The width of
spike memory is 32-bit, the storage pattern is [23:16] stores the timestep, and [15:0]
stores the neuron ID. The depth of spike memory is 1024, which depends on the
maximum spike number in a layer for one image. As to statistics, the spike number
in the first layer and the second layer is ranging from 600 to 800, whereas that in

the output layer is around 10-20.

2.5.2 On-board memory

In this design, we need DDR to store the dataset and pre-trained weight data.
We used 2 segments in DDR: (i) starting from 0x0 with 2.39 MB size for pre-trained
weight data; (ii) starting from 0x989680 with 28.4 MB size for MNIST dataset.
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Table 2.3: Instruction set architecture

Instruction

Function

mov <tar>, flag, <imm> /<src>

Move the content of <imm>/<src> to <tar>

add <tar>, <srcl>, flag,

Add content in <srcl> and <imm>/<src2>,

<imm>/<src2> and store results in <tar>
mul <tar>, <srcl>, flag, Multiply content in <srcl> and <imm>/<src2>,
<imm>/<src2> and store results in <tar>

sft <tar>, <src>, <imm>

Shift the content in <src> by <imm> bits to the
left, and store results in <tar>.

mod <tar>, <src>, <imm>

Calculate the content in <src> modulo <imm>,
and store results in <tar>.

beq <srcl>, <src2>, <imm>

Comparing contents in <srcl> and <src2>,
if equal, then jump to pc location <imm>.

bneq <srcl>, <src2>, <imm>

Comparing contents in <srcl> and <src2>,
if unequal, then jump to pc location <imm>.

jmp <imm>

Jump to pc location <imm>.

rdi <nid>, <tsp>, <addr>

Read the content in input memory with location
<addr>, and store the neuron id and timestep into
<nid> and <tsp> respectively.

rds <nid>, <tsp>, <addr>

Read the content in pre-spike memory with location
<addr>, and store the neuron id and timestep into
<nid> and <tsp> respectively.

ldw <wgt_addr>, <ddr_addr>,
<length>, pe mask

Move the data from start address <ddr addr>
in DDR to start address <wgt_addr> in weight
memory by length <length>.

rwp <wgt_addr>, <ptn_addr>,
pe_mask

Move the content with address <wgt_addr>
in weight memory and <ptn_ addr> in potential
memory to corresponding registers in PE.

acc <idx>, pe_mask

Add the current potential and weight, and store
result into potential memory corresponding to
location <idx>.

ckf <idx>, cluster_mask,
pe_mask

Compare the latest potential with threshold, if
exceeding, then store nid and timestep into
post-spike memory corresponding to location <idx>.

syn

Wait for completing of subsequent clusters in
the current timestep.
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Chapter 3

Hardware Implementation

3.1 General Development Flow

3.1.1 HLS IP development

3.1.1.1 Setup

Open the Vivado HLS Graphical User Interface (GUI) and create a new project.

3.1.1.2 Validate the C source code

Realize the aforementioned hardware functions in C programming. The C file
architecture is shown in Figure 3.1. Then run the C simulation to confirm that
the functionality of the C code is correct. The C testbench will be reused in RTL
validation. It is noted that the whole functionality of the IP relies on the input
from the DDR channel, so it is impossible to validate the whole functionality by C
simulation and RTL simulation. For example, we cannot simulate the instruction
Idw by C simulation. To simulate other instructions such as rwp, and ckf, we need

to initialize the weight memory by directly writing the initial content in the C code.

3.1.1.3 High-level synthesis

Run C synthesis and the estimated performance and utilization and interface

report will be generated.
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A ALU Address
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Reset
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Figure 3.1: C file structure.

3.1.1.4 RTL verification

High-Level Synthesis can re-use the C test bench to verify the RTL using
simulation. Run C/RTL Cosimulation and it will check whether the synthesized

results have the same function as what is described in C codes.

3.1.1.5 1IP creation

The final step in the High-Level Synthesis flow is to package the design as an IP

block for use with other tools in the Vivado Design Suite.
3.1.2 Embedded Processor Development

3.1.2.1 Setup

Firstly, start the Vivado IDE and create a Project. Then create an IP Integrator
Design. Add in the IPs that we are going to use: Zynq Ultrascale+_ MPSoC,
and the HLS-IP that we have already exported. Run automatic connections,
then AXI SmartConnect, AXI Interconnect, and Processor System Reset will
be generated automatically. An illustration is shown in Figure 3.2, where the
Global__Controller is the HLS-IP that we specified. Modify the address for each 1P
in the Address Editor, especially ensuring that the address of the four DDR channels

is not overlapped with each other.
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3.1.2.2 Implement Design and Generate Bitstream

Run synthesis, implementation, and generate the bitstream. Then export hard-
ware to SDK.

3.1.2.3 Create a Software Application

Launch Vivado SDK environment. Create an application project in SDK. Write
the C code to initialize the platform and correspond with the PL part using the
driving function already packaged in the IP solution. To run the C code, we choose
System Debugger. To restore the DDR memory content, select Xilinx Tools >
Dump/Restore Memory.

2yng_ullra_ps_a_0 ghabal_cortroller 0 axi_sme

Figure 3.2: The block design diagram in Vivado for Type 1.

3.2 Resource Utilization

The accelerator based on the proposed instruction set is implemented on Zynq
Ultrascale4+ ZCU106 Evaluation Platform. Here we show two types of implementa-
tion. Type 1 is illustrated in Figure 3.2, where one HLS-IP is instantiated, while
there are 12 clusters inside the IP. Type 2 is illustrated in Figure 3.3, where four
HLS-IPs are instantiated, while there are 3 clusters inside each IP. Introducing
these two types of implementation, we want to explore the parallelism between
[Ps. The hardware resource consumption of one cluster (the same for both Type

1 and Type 2) generated by HLS is shown in Table 3.1. The hardware resource
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mENEEE

Figure 3.3: The block design diagram in Vivado for Type 2.

consumption of twelve clusters generated by HLS (Type 1) is shown in Table 3.2.
As to the implementation results of the Vivado project, the resource utilization
is shown in Table 3.3. It shows that our neuromorphic implementation consumes
a small number of hardware resources and memory storage. This shows that our
hardware architecture is suitable to be adopted in edge [oT applications, which have

tight constraints on the memory resource consumption.

Table 3.1: Hardware Resource Consumption in HLS for one Cluster

Type First layer | Non-first layer
BRAM(18kBits) 14 21
DSP 10 10
LUT 5175 5207
FF 7003 7166

3.3 Energy

The total on-board power is 4.357 W when the junction temperature is 29.2°C'

as reported in the Vivado Project Manager.
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Type Total used | Available | Utilization
BRAM(18kBits) 390 1824 21%
DSP 136 2520 5%
LUT 105962 274080 38%
FF 71355 548160 13%

Table 3.3: Resource Utilization for the Whole Vivado Project

Type Type 1 | Type 2
BRAM(18kBits) 59% 60%
DSP 3% 3%
LUT 41% 38%
LUTRAM 3% 3%
FF 14% 13%
BUFG 1% 1%

Table 3.4: Performance

Type Latency | Throughput
One IP (Type 1 or Type 2) | 116.95ms 8.551ps
Four IPs (Type 2 only) 116.95ms 27.04fps

3.4 Performance

The performance of this design is shown in Table 3.4. The average time for
processing one image in an IP is 116.95 ms. If we only use one IP, the throughput is
8.55 fps (frame per second). If the total utilized IP number is 4, the throughput is
27.04 fps (frame per second), speeded up by around 3.5 times. The total time for
processing the whole dataset containing 10000 images is 418620 ms.

3.5 Scalability

From the performance results, we can see that the total throughput can be
increased with more cores. But the throughput cannot be increased unlimitedly.

One main limitation is the on-board resources: (i) As the memory resource is
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limited, based on the memory size indicated in section 2.5, the UltraScale Platform
can maximally support around 18 clusters; (ii) There are 4 HP channels in total,
which means even if more than 4 IPs are available, the throughput cannot be scaled
up proportionally due to DDR channel multiplexing.

Another main limitation is the flexibility of the instruction set. If we introduce
Convolutional Spiking Neural Networks to the current architecture, the following
things need to be considered: (i) The total weight data size is smaller than FCN
which is affordable for on-chip memory, thereby no instruction ldw will not be
involved. But the challenge is, as the on-chip memory is evenly distributed into
each cluster, we need to allocate each layer’s neurons onto multiple clusters. Only
in this way, all the weights and potentials can be accommodated in on-chip memory.
(ii) Due to (i), indexing the weight and potential data in on-chip memory would be
more complicated, since there are concepts like kernel, filter, sliding, and padding in

CNN. Thus we may introduce more range in instruction rwp and ckf.
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Chapter 4

Future Work

4.1 Convolutional Spiking Neural Networks

The main challenge for Convolutional Spiking Neural Networks is the mapping
strategy. The structure of CNN is much more complicated than FCN, where CNN
has concepts such as kernel, filter, sliding, padding, etc. This will also make the
neuron index more difficult, thus requiring modifications from the FCN accelerator

version, which has been discussed in section 3.5 already.

4.2 On-chip learning

Efficient SNN training has always been a major challenge. Various approaches
range from unsupervised learning and STDP rules to supervised variations of
error backpropagation and direct ANN to SNN conversion. Backpropagation and
STDP-based learning has been realized on-chip be previous works. While the
conversion-based method does not apply to on-chip learning, the SNN generated in
this way can be used for on-chip evaluation. The benchmark of these three main

methods is still to be investigated further.
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Chapter 5

Conclusion

The objective of this work is to exploit the acceleration scheme for FPGA-based
SNN processing and to design the corresponding hardware architecture to evaluate
the proposed schemes.

This report first analyzed the sparsity of the used spiking-based fully connected
neural networks, which shows that maximally 98.12% acceleration can be achieved
when making full use of the sparsity by introducing the event-driven computing
architecture. Then we analyzed the required memory resources that are needed to
process SNN based on an FPGA. Thus, we come up with a multi-cluster architecture.
What’s more, in a common FPGA platform, the communications between the host
processor (CPU) and co-processor (FPGA) take a main part of the latency. Hereby,
it is motivated to design an instruction set for the clusters within FPGA that can
execute instructions independently.

Thereafter, we propose the instruction set and the corresponding hardware
architecture. The hardware architecture is realized in C language, which can be
translated into hardware implementation by Vivado High-Level Synthesis (HLS). In
the final design, there are in total 12 clusters, where every 3 clusters are grouped
together. Therefore, 4 input images can be processed simultaneously each by a group
of clusters. As to evaluation results, the throughput of the proposed architecture is
27.04 fps, and the total on-board power is 4.357 W. The resource utilization rate is
59%, 3%, 41%, and 14% for BRAM, DSP, LUT, and FF respectively. The proposed
approach allows the SNN architecture to be defined completely in the instruction
set, and our neuromorphic implementation consumes a small number of hardware

resources and memory storage. This shows that our hardware architecture is suitable
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to be adopted in edge IoT applications, which have tight constraints on the memory
resource consumption.

In the future, we will expand the remaining architecture to spiking-based con-
volutional neural networks, which requires higher flexibility and scalability on the
hardware architecture. The on-chip learning mechanism is also to be explored.

Potential learning algorithms are backpropagation and STDP-based learning.
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